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Quickstart

1T See the requirements English or HAGE

. git clone
2 Clone thisrepo . _ : :
git@github.com:dpasca/RAGTutorial.git

ollama pull gqwen2.5:3b
3 Getmodels .
ollama pull nomic-embed-text

Install common .
4 , cd common && npm install
dependencies

5 Gotoalesson cd ../0l1-basic-chat

6 Install dependencies npm install

/ Start the server npm start

8 Open browser http://localhost:3000


file:///Users/davide/dev/repos/RAGTutorial/slides/workshop_requirements_rag_en.txt
file:///Users/davide/dev/repos/RAGTutorial/slides/workshop_requirements_rag_ja.txt

What is RAG?

Retrieval-Augmented Generation (RAG) - #®Zi&{t&ER (RAG)
e Fast fuzzy search + LLM intelligence - & 3H WX WRER ELLMODANEE
Why using RAG?

e Extends knowledge of LLM to any document database
LLMOFIF#ZEED RF 2 XY T —FIR—X iR

e The Language Model can be small (SML instead of LLM)
SBEFINIENELLTHELW (LLMTIE% < SML)

o Reliable responses (can mention sources)
EREEDHDINE (V—XAZS k8



Workshop Overview

A progressive approach to understanding and implementing RAG:
RAGZIEFBUEEI B OHDERERN I 7O0—F .

1.Basic Al Chat - EXRZAIF v v ~

2.Function Calling - BE#FUH U

3.Basic RAG - EAXRZRAG
4. Function Calling for RAG - RAGD /=6 DRV H L

5.AgenticRAG - T—Y x> hBIRAG



Stage 1: Basic Chat

Objective: Create a simple chat interface using OpenAl API
TN EBFvry AT —T7 12 —RX%Z0penAl APIZ{ER LU TERKRT %

Key Concepts:

o Chat with Express server and REST API
Expressth—/\—&REST APITDF v+ v b

e Using Ollama via OpenAl APl compatible endpoint
OpenAl APIE#:T > KR4 > k&N L fzOllama®{EH

Lessons to learn:

e Limit message history to improve performance and reduce costs
XAy t—YERZHELT/IN T A=YV XA ZRALEIE, JANZHIET S



Stage 1: Basic Chat - Chat completion API

1. Create a list of messages between "user" and "assistant”
f'user; & Tassistanty DEDA Yy EZ—IU X NZ4ERK

2.0n user input, add new "user" messages to the history
IA—F—AHAKFICHFHUW Tusery X v tE—YZEREITEN
3. Call Completions API with all messages
IARTDX Yy tz—ITCompletions APIZIFEOHT
4. Get "assistant” response and add it to the history
Fassistant; DILEZEE U CTREEICEN

5. Wait for next user input and repeat...
ROA—Y—AN%ZRHF> THEDIRT ...



Stage 2: Function Calling (FC)

Objective: Enhance the chat with function-calling capabilities
BEHETUOH Uzl cF vy b Zz@{bd S

Key Concepts:

e Using LLM function-calling (aka tool-calling)
LLMOBEHEFOHL (YV—ILEUHUL EBMEENS) O

Lessons to learn:

e Language Models may not support FC
SEZBETIEFCZYR—F L TWERWEENH S

e Small Language Models are bad at FC (they use it too much!)
INBIEBETIIVRFCHAEF (BRICFERT 2EMRD B S)



Stage 2: Function Calling - Architecture

1. We call the LLM with the user message and functionnames - 1—H—Xvyt—I &
& CLLMZ UG

2. The LLM tells us which functionto call -— LLMAE DBE#EEFEOCHI M ZHZT<ND
3. We call back the LLM with the function results - B O#ERZ > TLLMICIEVDR T

LLM with LLM Decides

) i, . Mo - . .
User Message - Final Response
[ 9 J { Function Mames } Function to Call? . [ - J
TYes—» Execute Function ol T

Function Results




Stage 3: Basic RAG

Objective: Implement the core RAG pattern from scratch
OA7RAG/INY—>Z=EONSEET S

Key Concepts:

e Document chunking and indexing
REaXVMNDFvVIibEA>Ty I XL

e Semantic search and similarity
EYVT a0y VRE EELUE

e Context window management
AVTHFRAMNV4 VRO DERE



Stage 3: Basic RAG - Architecture

With basic RAG, every user message is used to search the database. Search results are
attached as "additional context" to the user message for the benefit of the LLM.
BEERXHFRAGTIE, IRXRTDIA—HF—XvE—IDNT—IR—ADKRRKRICFERINET, &
RERIE TEMOIYTHFAM LTI XvE—YJIEHHFEIN. LLMOD=HICKIL
5F9,

Traditional LLM

User Que LLM Response Limited to
- Training Data

RAG-Enhanced LLM

LLM
, Response Extented with
User Query &= Context Retrieval 3 + Extra Knowledae
Relevant Context :
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Stage 3: Basic RAG - Issues

Lessons to learn:

o Alot of unnecessary RAG access (no need to use rag RAG for “"Hello")
Z< DAERRAGYZ 71X (#l : THelloy DRAGHERIFAE)

e Small Language Models get distracted by unnecessary context added by RAG
INIEBETILIBRAGIZK » TEMENAEAERIVTHFANCKZEIS NS

e Search of direct user query may not be enough (user message is “car that won't
start”, but search should be “car ignition problems")
1—H—DEZENZI T DRRTR ATAGIEELNH D (A—TF—XyvtE—IH TH
HEREI LRV DIFR. BRRIF "TEORANHEE) THDHINE)
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Stage 4: Function-Based RAG Decision

Objective: Use function-calling to intelligently decide when to use RAG
EHMFECHELUZERALU TCRAGZERHI YA I VI ZA VT I I Y NMTRET S
Key Concepts:

e Teaching an LLM when to use RAG to improve accuracy and reduce costs
BEZE LTI NZHIRT 27HIC. LLMICRAGZERT 21 I VI 2HA 5

Lessons to learn:

e Needs trial and error to find the best prompt to use function-calling effectively
EHTOH U ZERNICERIT 2O 0&ELRTAOY 7 ZBDF 3 ICIERAITHERI D
=
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Stage 4: Function-Based RAG Decision - Architecture

lt's just regular function-calling, but the function that we provide is a search function.
EEDOEHIEOCH LTI, RETIBEBHISEFEHTT,

We can have multiple search functions:

BHOBRREYZ/F O ENTEFXT .

e 0. search_recipes, search_legal_documents , etc.
5l : search_recipes . search_legal _documents & &,
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Stage 5: Agentic RAG Decision

Objective: Use an "agent" to decide when to use RAG
I—3Y x>V bhZERBUTRAGZFERT 29I VI ZRET S

Key Concepts:

e Home-made function-calling, but more flexible !
BEOREBFEOCHL. UMLK DFER !
e Hidden "agent" prepares context before calling the user-facing model.
EBhfc 'T—Yzvbh) IV —AFETNERCHTRNICIVTF AN E2EFT 5
e Can be used for model-routing (math question—>large model, "hello!" ->small model)
ETII—TFT a7 IcERTRE (BEOEM>KETIL. TCAlCBRE 1 >INETIL)
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Stage 5: Agentic RAG Decision - Architecture

An Agent LLM decides if RAG is needed, and responds with a search query.
T—Y Y MLMARAGCGOHEHMZFIKTL., BRI TUTIHRELX I,

Search results are attached to the user message for the benefit of the user-facing LLM.

BRREREI—Y—ATLLMO O Ic I —— XAy E—JITRMTEINET,

o Mo b[ Main LLM }
AgentLLM = :
[ User Message J » give me
7
search query — User Message B

— Get Context )
Ves» . 0 > + —f Main LLM

from RAG

Context
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What we didn't cover...

e Disk storage for very large datasets
FBICKERT—IEYNDEHOT A ATVANL—Y
e Scraping (often data is not ready-to-use)
R9LAEYY (T—9DF CIFEZDRETHEN &%)
o Better optimization of chat history
Frv NEEDKDRWREIL

e Dedicated RAG libraries (e.g. LLamalndex, LangChain)
HERDRAGZ1 77" (#l: LLamalndex. LangChain)
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Thank You!

Resources:

e OpenAl APl Documentation
e Ollama Project

e Node.js Documentation
Contact:
Davide Pasca:

o davide@newtypekk.com
e github.com/dpasca
e newtypekk.com

e x.com/109mae

17


https://platform.openai.com/docs/
https://ollama.ai/
https://nodejs.org/en/docs/
mailto:davide@newtypekk.com
https://github.com/dpasca
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