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Minimal Neural Networks for Control Systems
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https://github.com/dpasca/NNLander

Quickstart

1 Seetherequirements English or HA:E
2 Clone this repo git clone git@github.com:dpasca/NNLander.git
3 Launch the build ./build.sh or build.bat

./build/bin/Lander@l or
build\bin\Release\Lander@l.exe

4 Runthe demos


file:///Users/davide/dev/repos/NNLander/slides/workshop_requirements_nn_en.txt
file:///Users/davide/dev/repos/NNLander/slides/workshop_requirements_nn_ja.txt

Goal of this workshop

We aim to demistify NNs by looking at how they work in practice.
CDT7—0ayv7OBRER. ERICEDELSICEFEI S ZRBTZa—FILRxYy NT—2
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Actual NNs fundamentals are interesting but confusing !
EEOZ2—FILRxy N7 —7 OERIFEKENTI N, BEZHBEXT !

It will still be confusing, it takes time to truly understand something.
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The Lander Simulation/Game

An excellent way to apply NNs. A well Inputs
defined problem with a set of Inputs and [ Position X

Outputs
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}

expected Outputs.
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LanderO1: Manual Control

Human Brain Interface
o User sees = user presses keys = simulation changes
1I—H—H1E2>F—ZHI > 2IaL—a3rhEb3
o Up arrow: vertical thrust
FREN: BEHES
o Left/right arrows: horizontal thrust

EARED: KFEHER

Try to land on the pad, softly ! (below speed 1.5)
Iy RIZEBELTHTLEE W, BULL ! GRE15UT)



Lander02: Rule-based Al

Fixed Brain Approach
e Pre-programmed rules based on programmer's observation
7O SN¥—0BRICEDW SOy > LSnfz)L—I
e Simple if-then logic for different conditions
ERDEHICNT DEMAR if-then ATV Y Y
e No learning - just fixed behavior
FERU - BESNIEMEDH



LanderO2: Rule-based Al - Benefits & Limitations

o Benefits: Predictable, explainable behavior, efficient
M m: FRIPTRE TERBARTRETRENF. XIERAY
e Limitations:
o Limited adaptation to new scenarios
FLWIF ) ANDHEBHESNTWS
o Rules must be manually crafted
IV—=IVIEFEITER T 2 ENH B

o Complexity increases with more edge cases
Iy IT—ADERBEEMINIET



Neural Networks are just equations !

NNs are a fancy way of writing equations.
Think of a set of equations that map inputs (1, 2, T3, ...) to outputs (y1, Y2, Y3, ...)-

Za—FIRXY NIV EFAERZELLODEEEINILAETT,
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f(a:l><w1+:c2><w2—|—zc3><w3—|—...):y1
f(xl><w4—|—:1c2><w5+a33><w6+...):y2



Neural Networks are just equations !

The "brain" is in the weights of the equations.
"By IEAERDEMICHD XTI,

f(wl><w1+ac2><w2+a33><w3+...):y1
f(x1 X wy + Ty X w5 + 3 X we+...) = Yo

Training is the art of finding the best weights that give
desired Outputs for given Inputs.
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f(xI*wl + x2*w2 -

f(x1*w4 + x2*w5 -



Computer code can be written as equations

Classical Code (if-then, rule-based)

SHAGAI—RK (if-then. JL—ILR—X)

if landerX < targetX
stickPosRight = true
else
stickPosRight = false

Neural Network

stickPosRight = is_positive(wl * targetX + w2 x landerX)
wl 1
w2 -1
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Computer code can be written as equations

Assume that our lander's X position is 10 and the target is 15.
WADZ VYT —DXMEMNOT, y—T Y hHI5TH B EIRELET,

landerX
targetX

wl
w2

stickPosRight
stickPosRight
stickPosRight
stickPosRight
stickPosRight

10 //
15 //

-1 //

Input 1
Input 2

Weight 1
Weight 2

is_positive(wl * targetX + w2 x landerX)
is_positive(l x 15 + -1 * 10)
is_positive(15 - 10)

is_positive(5)

true // Output !
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Finally, NNLander with Neural Networks
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LanderO3: Neural Network Training

Random Training Approach

e Assing random numbers to all of the weights, and test the simulation.
ITRTCDEMCT VI LRBRHEZEDYT, YTaL—23vZT7AMNULET,
o Weights with best score are kept.
REDODAAT7 Z2HF2EANMREINEX T,

e Repeat... maybe we get lucky in 10,000 years.
EDIRLXT...10,000F&ICEINE TNIL,

Highly inefficient "dumb" training.
SERICIERERG Ty ML—ZVT,
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LanderO4: Genetic Algorithm Training

Based on natural selection. - BfAEIRICED <,

Population-based Training
e Maintain a population of neural networks
—a1—JILRYy NIV DEMZH#EFT S
e Use genetic principles: selection, crossover, mutation
BIZHNREZFERT 5 | EBR. XX, ZARZE

o Evolve better solutions over generations
HRZERTIDRERWERKRZELETES
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Genetic Algorithm Process
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LanderO5: REINFORCE-ES Training

REINFORCE-ES is an Evolution Strategy (ES) approach, a type of Reinforcement

Learning algorithm.
REINFORCE-ESIZ. s#{tZ=E7I)ILJY X LD—ETH D **ELHEE (ES) *777O0—FT

ER

Instead of a large population like GA, it iteratively refines a single network by testing small,
random variations ("perturbations"”) and moving towards the variations that yield better
scores.

CGAD & SBARBELGERDRKLDIC, NSRRIV LLGEE ("EE))) Z7AMNL. DR
WRXA7Z5H5IZEHICAN> TE—DRY NT—JZREMICHHELX T,
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LanderO5: REINFORCE-ES: The Core Idea

Imagine a group of ants exploring a field.
74— ILRZERITZ7VDENZBHRL TS ZE L,

Each ant is a feeler that attempts a slightly different direction. Each ants level of success

determines the general direction of the group for the next step.
BFZ VLI NCELDZAAZRADHMETT, &7 YDHRMENRDRATY TOTI—T
D T—iiEAR) ZRELXT,

Reference:

o A Visual Guide to Evolution Strategies (Otoro 2017)
e Evolution Strategies (OpenAl 2017)

e Evolution Strategies as a Scalable Alternative to RL (Salimans et al. 2017)
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https://blog.otoro.net/2017/10/29/visual-evolution-strategies/
https://openai.com/index/evolution-strategies/
https://arxiv.org/abs/1703.03864

REINFORCE-ES: The Steps

1. Create 50 new NNs based on current NN, adding noise to the parameters
WEDZ2—JILRXY NT—=JCEDWTE0DFHLWZ a2 —FILRYy T —0 Z1ERK
L. IX\SX—=Fc /A4 X%=EBMLET,

2. Evaluate Score/fithess of each new NN
BHULWZ2—FIRXYNT—=TJDRA7|74v FRRAZFHLE T,

3. Noise acts as a "feeler”, to find the general direction of good changes
JAXIE TR EUTHEEL. RWELDO—KNGARZRDITET,

4. Update network with the new general direction
FFTUW—MRRBR AR TRY NT—JZEFHULEXI,

5. Repeat again from step 1
ATY MO BEERDERLEXT,
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REINFORCE-ES: Pseudocode

oop for max_generations

® = RandomNN() // Theta is our working Neural Network
c =20.1 // Sigma is our chosen noise level

a = 0.01 // Alpha 1s our chosen learning rate

L

{

gradient_estimate = @0 // Initialize gradient-estimate
// Generate and evaluate perturbations in parallel
For i = 1 to num_perturbations

{
Generate noise vector € ~ N(@, I) // Standard normal noise
// Create perturbed parameters (up and down the hill)
_plus =06 + 0 * €
®_minus = 6 — 0 * €
// Evaluate fitness (score) for both perturbations
fitness_plus = EvaluateNetwork(6_plus)
fitness_minus = EvaluateNetwork(®_minus)
// Accumulate gradient-estimate based on fitness difference
gradient_estimate += (fitness_plus - fitness_minus) * €

Iy

// Update central parameters using the estimated gradient
® =06 + (o / (2 % num_perturbations * o)) * gradient_estimate

}
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Comparison of R-ES (Lander05) vs GA (Lander0O4)

The Genetic Algorithm approach is simpler and more resilient.

EBEHN7ILIV L7 7O—FRERED Y FILTEDEIEANH D £T,

R-ES has sigma and alpha hyperparameters that, if not tuned properly, may lead to worse
performance than GA'!

R-ESICI& sigma & alpha DI\NAIN—INFXA—=5HH D, BYICHBINLBWECGALDH/N
TA—NVANELT DA ENHDET !

R-ES is closer to backpropagation, where NN parameters are updated based on the
gradient of the fitness function.

R-ESIZ/\y o 7ONT =23 VIGEL, Za—FILRYBNT—=IDINTGA—=FET 14 v %
AEBDOARICEDWTEHRINET,
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Beyond Genetic Algorithms and REINFORCE-ES

Backpropagation is a more efficient way to train Neural Networks,

but it comes with its own set of challenges.

Ny 7ONT—=23 v =a—ZIRXYy NT—JZET Z1cdHD L DBENBZAETT
N FNICIFIHEDOFEN DD X,

Feel free to explore !
HHRICEKL TS EET W !
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Key Insights & Takeaways

Neural Networks Can:

o Learn complex behaviors without explicit programming
ARG TO IV 00 TEEREEFZZEE TS

e Adapt to changing conditions
2T BRHEFICEILT S

e Solve problems where rules are hard to define
W= ZEERITDDHEH LU WEEZERT S
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Key Insights & Takeaways

Important Considerations:

e Training method significantly impacts performance
No—ZVIHERFNTA—IVRAICKERTEZEZ D

o Scoring/fitness function design is critical
AA7ZV2T17 4 v MR ABRBOEEINEE

o LLMs are helping us today to write classical code, but more and more problems will be
solved just with NNs. Start to think in those terms.
SH. LLMEFENGEI—RZE<DZITTVWEITH, FIFXEITEZLDHEENZ 21—
FILRY R =T EITTHRREINDZTLE D TDLDICEZIRDTLIZE LN,
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Thank You!

Contact:

Davide Pasca:

X: x.com/109mae

GitHub: github.com/dpasca
Email: davide@newtypekk.com
Business: newtypekk.com

Games: oykgames.com
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https://x.com/109mae
https://github.com/dpasca
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Appendix: Simulation Components

Traini Cgmpgnantz
Random Training Genetic Algorithm
TrainingTaskRandom TrainingTaskGA
h, .
SimpleMeuralMet
Rrain Intarfaras ¥
User Brain Fixed Brain Meural Network
Keyboard Input Rule-based Logic Trained Parameters
Simulation
L J o T Visnalizatinn
-
Lander [ Landing Pad } SimulationDisplay
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